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Abstract

The in-core fuel management optimisation (ICFMO) problem is a nonlinear assignment
problem in which an optimal fuel reload configuration for a nuclear reactor core is sought.
Function evaluations for the problem are performed by a reactor core calculation code and
are deemed computationally expensive. This computational cost severely hinders efforts
toward the investigation of appropriate techniques for solving the ICFMO problem. It is
possible, however, to reduce this cost by replacing the reactor code with a computationally
cheaper surrogate model. In this paper, artificial neural network (ANN) surrogate models
are constructed for the prediction of core parameters for the SAFARI-1 nuclear research
reactor. The parameters correspond to possible ICFMO objectives and constraints. The
Neural Network Toolbox within the Matlab software suite is utilised for the construction. A
description of the neural networks is given, along with details regarding the training process.
The accuracy of the neural networks is verified on different sets of data points by comparing
the predicted values to their actual values. The results indicate that the ANNs may be
employed to significantly reduce the computational time required within an investigation of
appropriate techniques for solving SAFARI-1 ICFMO problems. Furthermore, possibilities
exist for using neural networks (provided that sufficient generalisation can be attained) in
areas other than ICFMO e.g. within reactor codes.
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1 Introduction

Nuclear reactors typically undergo a fuel reloading process at regular intervals (e.g. be-
tween operational cycles) in order to replenish their fuel. As part of this process, the
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loading configuration of fuel assemblies in the reactor core may be changed in order to
satisfy prescribed operational and safety requirements. The problem, then, of finding
an optimal fuel reload configuration for a nuclear reactor core is called the in-core fuel
management optimisation (ICFMO) problem.

As part of our current research, we are investigating the appropriateness of several mul-
tiobjective metaheuristic techniques for solving multiobjective instances of the ICFMO
problem for the SAFARI-1 nuclear research reactor at Pelindaba, South Africa. In order
to evaluate the suitability of any configuration in terms of its objective and constraint
function values, a reactor core calculation code is usually employed. Many codes utilise
a deterministic approach for this purpose in which the evaluation of a reload configura-
tion involves the numerical solution of a complicated partial differential equation (or an
approximation thereof). Therefore, the function evaluations of the ICFMO problem are
deemed computationally expensive. The computational cost thus introduced by a reac-
tor code severely hinders efforts toward designing appropriate techniques for solving the
ICFMO problem due to the several thousands of reload configuration evaluations typically
required.

It is possible, however, to reduce the computational cost by replacing the reactor code with
a computationally cheaper surrogate model. As demonstrated in the literature [8, 11],
an artificial neural network (ANN) surrogate model can predict reactor core parameters
with sufficient accuracy at only a fraction of the computation time. ANNs have also
successfully been used in conjunction with a variety of solution techniques for solving
ICFMO problems [3, 9]. In order to aid our investigation, ANN surrogate models are
constructed in this paper for the prediction of SAFARI-1 core parameters corresponding
to possible ICFMO objectives and constraints. The Neural Network Toolbox [1] within
the Matlab software suite [14] is utilised for this construction.

The paper is organised as follows. Section 2 contains a general introduction to ANNs
while Section 3 contains a description of the SAFARI-1 reactor. In Section 4, we present
the steps that were followed in constructing the neural networks for predicting SAFARI-1
core parameters. Results pertaining to the training and application of these ANNs are
presented in Sections 5 and 6. The conclusions of the paper are presented in Section 7.

2 Artificial neural networks

ANNs can be used for various applications, such as classification, clustering, function ap-
proximation and optimisation [10]. According to Fausett [4], an artificial neural network is
an information-processing system that has certain performance characteristics in common
with biological neural networks.

As an information-processing system, a neural network consists of several simple processing
elements called neurons. The neurons are connected to one another by means of directed
communication links, and the pattern (or topology) of these connections is called the
architecture of the network. Each neuron in an ANN is able to receive input signals over
the links, to process these signals by means of an associated activation function, and to
send an output signal over the links to other neurons. Furthermore, each communication
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link is associated with a weight, which, in a typical neural network, scales the signal being
sent. The weights of a neural network are determined according to some specific method,
called the training algorithm.

2.1 Multilayer feedforward neural networks

One of the most popular types of ANNs in use is the class of multilayer feedforward neural
networks [13]. These networks consist of neurons that are partitioned into subsets, called
layers. Neurons within a particular layer are only connected to neurons in the next layer,
and signals are therefore sent in a forward direction over the network. Neurons in the
input layer typically perform no computations and simply transmit external input signals
onwards. The last layer of the network is called the output layer, while all layers in between
are called hidden layers. An illustration of a multilayer feedforward neural network with
one hidden layer is presented in Figure 1.

Hidden
layer

Input
layer

Output
layer

Figure 1: A multilayer feedforward neural network with one hidden layer.

The popularity of these networks is due to their power of being universal approximators,
i.e. multilayer feedforward network architectures can approximate virtually any function
of interest to an arbitrary degree of accuracy, given that a sufficient number of hidden
neurons are available [7].

2.2 Training and other considerations

Multilayer feedforward neural networks for function approximation follow a training pro-
cess called supervised training. According to this process, training is performed by pre-
senting the network with a set of known input-output pairs. A training algorithm then
adjusts the weights of the network in such a way that the predicted and known outputs
are close to one another. Each iteration of adjusting the weights of the network using the
complete training set is called an epoch.

The method known as backpropagation of errors is very popular for training these net-
works, and is essentially a gradient descent method for mimimising the total or mean
squared error of the calculated output of the network [4]. An activation function for a
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backpropagation neural network should be continuous, differentiable, and monotonically
non-decreasing [4]. The typical choice of an activation function is a sigmoid function,
which satisfies these characteristics.

A neural network should have the ability of responding well to the training data, as well
as the ability of responding reasonably well to new (unseen) input data that are similar to,
but different from, the training data. This ability to make good predictions for new input
data is known as generalisation. If a neural network model is too simple or too complicated,
then the network will achieve poor generalisation, analogous to polynomial curve fitting
in which a polynomial with too small or too large a degree will yield poor predictions for
new data points [2]. Several techniques may be applied to obtain good generalisation for
a network, one of which is called regularisation [1, 2]. With regularisation, the complexity
of the network model is controlled by adding a penalty term to the network’s original
error performance measure. Another important factor related to generalisation involves
the training data used — the training points must be a representative subset of all the
data points to which one wishes to generalise [13].

Critical aspects that arise during the construction of ANNs include the required number of
hidden layers, as well as the required number of neurons in each layer. Given the universal
approximator property of multilayer feedforward neural networks, one hidden layer should
be sufficient for almost all function approximation applications [4]. The required number of
neurons depends on the number of training samples available, the amount of noise therein,
the complexity of the function to be approximated, and the method used to obtain good
generalisation [13]. Essentially, the required number of neurons has to be determined
empirically. It is, however, worth noting that networks of smaller size are preferred over
larger networks [10]. A large network may be able to memorise the training data and thus
potentially exhibit poor generalisation.

3 The SAFARI-1 nuclear research reactor

As stated in Section 1, our study relates to the multiobjective ICFMO problem for the
SAFARI-1 nuclear research reactor, operated by the South African Nuclear Energy Cor-
poration SOC Ltd. The reactor is utilised for nuclear materials research and commercial
activities, such as irradiation services for isotope production and silicon transmutation
doping. The core layout of SAFARI-1 is presented in Figure 2. The SAFARI-1 core con-
sists of a 9 × 8 lattice which houses twenty-six fuel assemblies, six control rods, seven
dedicated molybdenum-99 (99Mo) production rig facilities, two general isotope production
rig (IPR) facilities, as well as other core components which we do not specify in detail.
An ex-core facility is utilised for the silicon doping.

The OSCAR (Overall System for the CAlculation of Reactors) code is used as the primary
reactor core calculation code for performing SAFARI-1 reload evaluation simulations. In
general, ICFMO objectives and constraints are translated into core parameters returned
by a reactor code e.g. OSCAR-4. The aim in this paper is to construct neural network
surrogate models for the prediction of SAFARI-1 core parameters corresponding to possible
ICFMO objectives and constraints. The computational cost incurred by using OSCAR-4
for reload evaluations may then be reduced by using the neural networks instead.
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Figure 2: Top view of the core layout of the SAFARI-1 model used in OSCAR-4.

There are several potential objectives and constraints that may be considered within an
ICFMO problem instance for SAFARI-1. The core parameters that we consider for neural
network modelling are listed in Table 1. They comprise a number of operational and
safety parameters for SAFARI-1. A detailed description of these parameters fall beyond
the scope of this paper but may, however, be found in [12].

Parameter label Parameter description Parameter type

Beams 1 & 2 neutron flux in beam tubes 1 & 2 operational
Beam 5 neutron flux in beam tube 5 operational
Silicon neutron flux in the silicon doping facility operational
IPR-1 neutron flux in the IPR at position D6 in Figure 2 operational
IPR-2 neutron flux in the IPR at position F6 in Figure 2 operational
99Mo total power levels in all molybdenum rigs operational
99Mo min power level of the molybdenum rig with minimum power operational
CBW control bank worth safety
SM shutdown margin safety
ER excess reactivity operational
Abs PP absolute power peak safety
Rel PP relative power peak safety

Table 1: SAFARI-1 core parameters considered for neural network modelling.

4 The construction of neural networks for SAFARI-1

We utilised the Neural Network Toolbox [1] within the Matlab software suite [14] for the
construction of our ANNs. The steps that were followed during their construction are
presented in this section.
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4.1 Training data

We considered an actual SAFARI-1 operational cycle during the year 2012 for the construc-
tion and training of our networks. In our previous studies, we evaluated numerous reload
configurations for that cycle as part of solving ICFMO problem instances, each compris-
ing different combinations of core parameters (i.e. objectives and constraints). From this
collection of evaluated configurations, we selected a subset containing approximately 5 000
configurations achieving the largest and smallest values for each core parameter listed in
Table 1. By including these configurations in our set, we attempt to cover the extremes of
the core parameter space in which we wish to predict. Furthermore, we randomly gener-
ated new reload configurations for that cycle (i.e. random permutations of the twenty-six
fuel assemblies in their loading positions, sampled according to a uniform distribution),
evaluated them using OSCAR-4, and added them to our set. By doing so, we attempt to
achieve diversity in both the configuration space and core parameter space. A set of 20 000
fuel reload configurations thus constructed forms our representative subset. For each net-
work, this set was randomly partitioned into a training set of 17 000 configurations and a
test set of 3 000 configurations.

4.2 Architecture and input specification

Twelve multilayer feedforward neural networks were constructed, one each for predicting
the core parameters listed in Table 1. As such, each network contains only one neuron in its
output layer. Although we could theoretically have constructed a single neural network for
predicting all twelve parameters, preliminary testing indicated that the prediction errors
thus incurred would be too large in practice. The input layer for each network contains
twenty-six neurons that correspond to the fuel loading positions in the SAFARI-1 core.
Furthermore, the inputs to the network were chosen as the uranium-235 (235U) mass
of each fuel assembly assigned to each loading position in a reload configuration. Each
network contains only one hidden layer which should be sufficient for our purposes, as
mentioned in Section 2.2. The numbers of hidden neurons were determined empirically in
each case, as described later in this section.

The activation functions suggested in the Toolbox were adopted in each network, namely a
hyperbolic tangent sigmoidal function for neurons in the hidden layer, and a linear function
for neurons in the output layer. In addition, the Toolbox also performs pre-processing on
the network input and output data which normalise the values to a range of [−1, 1]. This
can improve the efficiency of the network training process.

4.3 Training

Several training algorithms are available for use in the Toolbox. The Levenberg-Marquardt
backpropagation algorithm [6] is very fast and generally recommended as a first-choice
algorithm to adopt when training feedforward networks [1]. Given our intended purpose
of using the neural networks for predicting thousands upon thousands of different reload
configurations during ICFMO studies, however, we opted to place more emphasis on the
generalisation of our networks, rather than the speed of training them. Therefore, we
chose to use the Bayesian regularisation backpropagation algorithm within the Toolbox.
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As demonstrated by Foresee & Hagan [5], networks trained using Bayesian regularisation
typically achieve excellent generalisation. Furthermore, one of the features of the algorithm
is that it provides a measure of how many network weights are effectively used in reducing a
network’s error performance measure. This effective number of weights can aid in deciding
whether a network contains an appropriate number of hidden neurons [5]. If the effective
and total number of weights are very close to each other, then more hidden neurons should
be added to the network.

As mentioned earlier, we determined the number of hidden neurons included in each
network by an empirical study. In it, we incrementally increased the total number of
hidden neurons in the network architecture from 100 up to a satisfactory number (in
increments of 50), and performed the training using the default stopping criteria provided
in the Toolbox. Upon termination of the training process, we determined from the results
whether the training algorithm had, in fact, converged. This can be concluded if the
mean squared error (MSE) of the training and test sets, and the effective number of
weights remain relatively constant over several epochs [1]. If the training process did
not converge, we increased the number of epochs performed and continued the training
process. When the training process did converge, we verified that the effective and total
number of weights were not too close to each other, and that the absolute relative errors
for the training and tests sets were acceptable. If either verification failed, we increased the
number of hidden neurons and restarted the training process. Following this approach, we
constructed our twelve final neural networks for predicting the SAFARI-1 core parameters
listed in Table 1. The computation time required for training each final network varied
between six and thirty-seven hours, depending on their hidden layer sizes and the number
of epochs required.

5 Training results and the application of the networks

By using the neural networks instead of OSCAR-4, the computation time required for the
evaluation of a reload configuration may be reduced by four orders of magnitude.

Due to space limitations, we present only the Matlab graphical results that were obtained
for one of our constructed neural networks, namely that of Beam 5 with 200 hidden
neurons. In Figure 3, we first present the convergence graphs of the network training
process. We observe in Figure 3(a) that the MSE of the training and test sets remains
approximately constant for several hundred epochs, while similar behaviour is observed in
Figure 3(b) for the effective number of weights.

Next, we present results relating to the network’s predictive capabilities in Figure 4. An
error histogram in Figure 4(a) illustrates the distribution of the training and test set errors.
We observe that the distribution of errors visually resembles a normal distribution, and it
was determined that approximately 73 % of the errors fall within one standard deviation
away from the mean (and approximately 95 % within two standard deviations). A scatter
graph of the actual (target) values versus the predicted values is presented in Figure 4(b).
From the graph we observe the exceptionally good fit of our network predictions to their
target values for the combined training and test sets.
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Figure 3: Matlab graphical results for the Beam 5 neural network convergence.
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Figure 4: Matlab graphical results for the Beam 5 neural network predictions.

Since the test set contains only 3 000 reload configurations, we wished to further test
the accuracy and generalisation of our networks. We therefore created a larger set of
new (unseen) reload configurations, namely a verification set of 30 000 random (uniform)
reload configurations, evaluated by OSCAR-4. The neural networks were then applied
to the verification set in order to predict the corresponding SAFARI-1 core parameters.
A summary of all twelve networks’ performances in respect of their prediction errors is
presented in Table 2. The table contains the average and maximum absolute relative
prediction errors for the training, test and verification sets.

The networks produce good predictions on average, with ten of the twelve networks pro-
ducing an average error of less than 1 % on the test and verification sets. Furthermore,
the maximum errors for networks that predict flux levels are all also less than 1 % on the
test and verification sets. The larger maximum errors of the Abs PP and Rel PP networks
(approximately 8 % and 10 % on the test and verification sets, respectively) are still of an
acceptable accuracy when compared to an error of 14 % found in the literature [8].
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Training set Test set Verification set
Average Maximum Average Maximum Average Maximum

Beams 1 & 2 0.07 % 0.35 % 0.13 % 0.75 % 0.13 % 0.88 %
Beam 5 0.06 % 0.38 % 0.12 % 0.73 % 0.13 % 0.82 %
Silicon 0.07 % 0.37 % 0.13 % 0.61 % 0.13 % 0.80 %
IPR-1 0.09 % 0.52 % 0.14 % 0.92 % 0.14 % 0.88 %
IPR-2 0.09 % 0.44 % 0.12 % 0.95 % 0.12 % 0.71 %
99Mo total 0.19 % 0.93 % 0.20 % 0.90 % 0.20 % 0.96 %
99Mo min 0.75 % 2.96 % 0.82 % 3.61 % 0.85 % 3.60 %
CBW 0.03 % 0.20 % 0.07 % 0.33 % 0.07 % 0.41 %
SM 0.12 % 0.67 % 0.24 % 1.28 % 0.25 % 1.73 %
ER 0.09 % 0.60 % 0.18 % 0.97 % 0.19 % 1.24 %
Abs PP 0.73 % 4.70 % 1.70 % 8.19 % 1.81 % 10.02 %
Rel PP 0.80 % 5.52 % 1.62 % 8.71 % 1.67 % 10.59 %

Table 2: Average and maximum absolute relative prediction errors.

6 Predictions for other operational cycles

Given that our networks receive the 235U mass of a fuel assembly as input, it is possible
that the networks might also be used to predict SAFARI-1 core parameters for a different
operational cycle than the one they were trained on. In order to test this possibility, we
chose two other operational cycles from the SAFARI-1 history which exhibit relatively
different fuel distributions than the original cycle. Using the fuel distributions from the
two other cycles, we generated a set of 4 500 random (uniform) reload configurations for
each cycle, and evaluated them using OSCAR-4. The neural networks were then applied
to predict SAFARI-1 core parameters for these additional operational cycles. The average
and maximum absolute relative prediction errors are presented in Table 3.

Additional cycle 1 Additional cycle 2
Average Maximum Average Maximum

Beams 1 & 2 1.84 % 7.11 % 2.58 % 9.01 %
Beam 5 2.18 % 9.47 % 4.91 % 17.62 %
Silicon 9.52 % 15.37 % 5.50 % 11.81 %
IPR-1 2.61 % 7.24 % 5.78 % 10.89 %
IPR-2 4.17 % 8.27 % 5 % 8.40 %
99Mo total 0.31 % 1.50 % 3.62 % 4.76 %
99Mo min 3.55 % 8.05 % 7.47 % 12.91 %
CBW 3.25 % 8.64 % 2.86 % 9.45 %
SM 2.87 % 16.17 % 12.48 % 24.87 %
ER 2 % 6.68 % 16.71 % 22.68 %
Abs PP 5.81 % 22.88 % 5.28 % 22.64 %
Rel PP 5.09 % 20.04 % 4.47 % 19.61 %

Table 3: Average and maximum absolute relative prediction errors (additional cycles).

Our neural networks yield predictions of unacceptable quality for the additional cycles.
The maximum and average errors for these cycles are worse than those of the original
cycle by approximately an entire order of magnitude. Hence, we would not be able to use
our networks to predict SAFARI-1 core parameters for other operational cycles than the
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one we trained them for. However, if we were able to construct networks with sufficient
generalisation in order to predict parameters for an arbitrary SAFARI-1 cycle, possibilities
exist for using the networks in areas other than ICFMO as well, e.g. within reactor codes
or simulator training. Such networks would require retraining on a much larger set of
configurations which incorporates different fuel distributions. Furthermore, the network
architectures would likely require alteration for additional input neurons so as to incorpo-
rate more information (e.g. axial 235U mass distribution of each assembly and/or control
rod positions) for sufficient accuracy.

7 Conclusions

Artificial neural networks were constructed in this paper as surrogate models for predict-
ing core parameters for the SAFARI-1 nuclear research reactor in the context of a specific
operational cycle. The Neural Network Toolbox within the Matlab software suite was
utilised for the construction of these networks. The ANNs were applied to test and verifi-
cation sets corresponding to the specific operational cycle. The results obtained in respect
of these sets demonstrated the ability of the networks to predict SAFARI-1 core parame-
ters (with acceptable accuracy) much quicker than when using explicit calculations (as in
using the OSCAR-4 code). A computation time improvement of four orders of magnitude
was achieved. The neural networks can therefore be employed within our investigation
into the appropriateness of several techniques for solving multiobjective ICFMO problems
for SAFARI-1.
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